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Goals & Motivation
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Goals & Motivation
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LiDAR
Robotics

Many Others:

- “Google images” 
for 3D objects

Medical

Engineering



How can I represent the data?
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3DGSPoint cloud Mesh Multi-view



Point clouds: various sensors
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Kinect and depth camerasStructure from motion

Lidar

Gaussian Splatting

- What are the tasks?



Traditional closed-set 3D tasks
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Correspondence



- We are moving beyond traditional closed-set 3D recognition

- To a more broad generalization of tasks

Goals & Motivation
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● Given a set of triplets:
○ 3D representation, Image and Text

● We will alignment these multimodal 
representations

● 3D Vision-Language Models (3D VLMs)

Problem Statement
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Source: ULIP framework.



A goal for alignment
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A goal for alignment
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Great companies are building on 3D + Language

Microsoft
TRELLIS
Text / image  3D →
meshes, radiance 
fields, Gaussians

Salesforce
ULIP / ULIP-2
3D–image–text 
contrastive 
alignment

Impact
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Meta
SAM 3D
Single image  3D →
geometry, texture 
and layout

Google DeepMind
RT-2
Vision-language-action 
model for robot control

NVIDIA
GR00T N1
Foundation model 
for humanoid 
robots

Alibaba
Qwen3-VL
VLM backbone used by 
3D VLLMs



VLMs are already everyday products

Google Lens in Chrome: select anything on a page and ask about it.

Impact
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http://www.youtube.com/watch?v=43YUCNEHBHU


● For 3D VLMs we will focus on the main 3D representations:

How can I represent the data?
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Point cloud
3DGSMulti-view

●And text



Where does the language come from?

Training data: A shape or scene is paired with language that describes it.

Text encoder: CLIP maps the phrase into a semantic embedding.

3D encoder: The 3D representation learns to approach its matched text.
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Example:                   + "a wooden dining chair"



Datasets
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A universe of 10M+ 3D objects

Objaverse/Objaverse-XLShapeNet

A 52K+ 3D CAD objects 



Objaverse-LVIS
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LVIS: A Dataset for Large Vocabulary Instance Segmentation, CVPR 2019: https://arxiv.org/pdf/1908.03195

https://arxiv.org/pdf/1908.03195


Differences between 3D VLMs and 3D VLLMs
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Can I connect this 3D 
object/scene to language?

3D VLMs

Can I use this 3D information 
to understand a question, 

reason about it, and answer 
in language?

3D VLLMs



Differences between 3D VLMs and 3D VLLMs

18



3D VLMs (alignment paradigm)

● 3D input, encoder, shared space

● Compare a 3D embedding with 
image or text embeddings

● Millions of parameters

● Output: similarity score or ranking

Differences between 3D VLMs and 3D VLLMs
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3D VLLMs (generative paradigm)

● 3D input, encoder, projector, Large 
Language Model (LLM)

● Generate a response conditioned on 
geometry and a text prompt

● 1 billion to + 13 billions parameters

● Output: natural language tokens

Differences between 3D VLMs and 3D VLLMs
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Projector
/ Adapter

LLM
3D

3D Tokenizer

"This 
is a 
cow"

What is this object?

Language ModelEncoderInputs



Overview of the 3D VLM training pipeline

  ,            ,    "a cow"

      ,           ,  "a wooden chair"

   ,           ,     "a gray mug"

. . .

A batch of       triplets

parameters      learned

Normalize and compareFeature extraction Symmetric objective

computed in both directions

Backpropagation updates only Eˢ

Directional InfoNCE loss



● Preliminaries
● Input and encoders
● Geometric view of contrastive alignment
● Contrastive alignment for 3D VLMs
● A taxonomy of 3D VLMs
● Current trends and emerging applications

Outline
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Input and encoders
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Input/Data

● 3D VLMs bridge different structure via       triplets:

● 3D VLMs uses a dataset of (3D, image, text) pairs:

          ,              ,   "a cow" 



If                                            is the dataset learn:

1. An image encoder: 

2. A text encoder:

3. A 3D encoder:

4. Features are mapped by projections layers      into      normalized embeddings in a 

common space 

Input and encoders
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We have some 3D encoder options from this:

● PointNet / PointNet++
● Point Transformer
● PointMLP
● PointNeXt
● SparseConv 
● Point-BERT (we will focus on this encoder)

Input and encoders

25



Point-BERT 3D Encoder Overview
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Point Patches 
+

TransformerIn
pu

t

Point cloud

Representation
D-dim

Masked Point 
Modeling (MPM)

Pretrained 3D
Representation

Point-BERT
Encoder

Point-BERT: Pre-training 3D Point Cloud Transformers with Masked Point Modeling, CVPR 2022: https://arxiv.org/pdf/2111.14819

https://arxiv.org/pdf/2111.14819


3D Encoder
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Point-BERT: Pre-training 3D Point Cloud Transformers with Masked Point Modeling, CVPR 2022: https://arxiv.org/pdf/2111.14819

The pipeline of Point-BERT encoder:

https://arxiv.org/pdf/2111.14819


From raw points to one embedding, in four steps:

Point-BERT turns point clouds into features
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Point-BERT: Pre-training 3D Point Cloud Transformers with Masked Point Modeling, CVPR 2022: https://arxiv.org/pdf/2111.14819

1 Patchify

FPS picks 64 centers; kNN 
groups the 32 nearest 
points around each, in 
center-relative coordinates.

Nx3 -> 64x32x3

2 Embed

A mini-PointNet (shared 
MLP + max-pool) turns each 
patch into one token; an 
MLP on its center adds 
position.

-> 64 x 384

3 Transformer

Prepend a [CLS] token. 12 
layers, 6 heads: every patch 
attends to every other 
patch.

-> 65 x 384

4 Global feature

[CLS] + max-pool

Ps

zs

[CLS] output + max-pooled 
patch tokens. In a 3D VLM, 
Ps projects it into CLIP 
space.

-> zs  ℝ∈ 1280

https://arxiv.org/pdf/2111.14819


Pre-training Point-BERT: Masked Point Modeling
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Point-BERT: Pre-training 3D Point Cloud Transformers with Masked Point Modeling, CVPR 2022: https://arxiv.org/pdf/2111.14819

BERT for point clouds: hide patches, then predict what was there

dVAE tokenizer + decoder (pre-training only)

1. Tokenize: a dVAE (DGCNN encoder) 
maps each patch to one of 8,192 
discrete “point words”

Blue: input   Gray: visible part           Red: rebuilt from predicted tokens
        Left: ShapeNet (block masking)       Right: real ScanObjectNN scans

2. Mask: hide 25–45% of the patch 
embeddings, in contiguous blocks

3. Predict: the Transformer recovers 
the point-word ID of every masked 
patch

https://arxiv.org/pdf/2111.14819


Three modalities within a single semantic space
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The representations are 
completely different.

But, OpenCLIP has already 
learned the: Image and 
Text.

Contrastive learning 
provide a way to make 
their embeddings 
comparable.

3D
Encoder

"3D cartoon 
illustration of a 
standing cow."

Image
Encoder

Text
Encoder

Input

Modality
Encoder

Embeddings

OpenCLIP (ViT-bigG-14, laion2b_s39b_b160k)



Geometric view of contrastive alignment
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In this step:

Image and text are precomputed features.

Why do this?

Because the OpenCLIP representations are 
fixed. OpenCLIP acts as our semantic 

reference space.

"3D cartoon 
illustration of a 
standing cow."

Image
Encoder

Text
Encoder

OpenCLIP (ViT-bigG-14, laion2b_s39b_b160k)



Geometric view of contrastive alignment
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3D
Encoder

The trainable 3D branch starts here:
1. Encode the point cloud with Point-BERT;
2. Project the 3D feature into the 1280-dim. OpenCLIP 

space;
3. L2-normalize the projected embedding.



L2-normalization turns embeddings into directions

Geometric view of contrastive alignment
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length = 1

normalize

Arbitrary
magnitude

Before normalization After normalization

Normalization removes magnitude. 
Each embedding becomes a direction.



Geometric view of contrastive alignment
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"A cow"

3D

Image

Text

Shared Embedding SpaceEncodersInputs

CLIP semantic space

fixed targets

learns where to 
enter

Frozen image and text 
embeddings define the 

semantic reference space.

The 3D encoder learns to 
align its representation 

through relative similarities 
with matched and non-

matched samples.



Geometric view of contrastive learning

Why a unit hypersphere?

All normalized embeddings lie on the same geometric surface.

For OpenCLIP ViT-bigG/14:
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3D Image

negative

Magnitudes disappears and 
directions carries similarity.



Cosine similarity on the unit hypersphere
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Cosine similarity on the unit hypersphere
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2. Compute all pair scores

Normalized embeddings make the dot product equal cosine 
similarity

1. Build matches triplets

Contrastive alignment as batch matching
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“a cow”

“a wooden chair”

“an airplane”

“a gray mug”

3D Image←→ 3D Text←→

correct pairs in-batch candidates

Off-diagonal: alternativesDiagonal: the matching item



From normalized embeddings to symmetric InfoNCE loss

The implementation follows the same sequence as the geometric explanation
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Pytorch implementation

z1 = F.normalize(feat1, dim=1)

z2 = F.normalize(feat2, dim=1)

logits = logit_scale * z1 @ z2.T

labels = torch.arange(logits.shape[0])

loss_12 = F.cross_entropy(logits, labels)

loss_21 = F.cross_entropy(logits.T, labels)

loss = (loss_12 + loss_21) / 2

Labels from similarity matrix



Symmetric InfoNCE transfers semantics to 3D

3. The loss reward diagonal matches in both retrieval directions

40

FORWARD DIRECTION

3D  image→

Which image belongs to this 
shape?

REVERSE DIRECTION

image  3D→

Which shape belongs to this 
image?

Contrastive training transfers CLIP’s visual-language geometry into the 3D encoder.



Key "ingredients" 
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What makes contrastive 3D–language alignment work in practice:

1 Paired data at scale

Diverse (3D, image, text) triplets: 
Objaverse-scale shapes, auto-
generated captions (ULIP-2).

2 Data augmentation

Random point dropout, scaling, 
rotation and jitter; a different 
rendered view each step; varied 
caption templates.

3 Large batch size

InfoNCE is an N-way match: more 
in-batch negatives, more signal 
per step. OpenCLIP bigG: batch 
160k.

4 Hard negative mining

Look-alike negatives (apple vs. 
cherry) force fine distinctions. 
Beware false negatives: two 
chairs in one batch.

5 Temperature τ

Sets how peaked the softmax 
over candidates is. Usually a 
learnable logit scale (CLIP: init 
1/0.07, capped at 100).

6 Computational resources

Freeze CLIP and precompute 
image/text features; mixed 
precision; gather negatives 
across GPUs.



From alignment to model families

We have seen how 3D, image, and text embeddings can align.

42

Where does language connect 
to the 3D pipeline? Five paradigms organize the answer.



A taxonomy of 3D VLMs
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From fixed labels -> open vocabulary -> language generation

1  Closed-set 3D 
recognition

Output: class label

No language: a fixed set of 
classes

METHODS
MVCNN, PointNet, DGCNN, 
Point-BERT

TASKS

Classification

Part segmentation

Detection

2  Projection-based 
adaptation

Output: view–text similarity

Render views, reuse frozen 
CLIP

METHODS
PointCLIP, PointCLIP V2, EPCL

TASKS

Zero-shot classification

Few-shot classification

3  Native joint 
embeddings

Output: shared 3D–image–
text space

Train a 3D encoder into CLIP 
space

METHODS
ULIP, ULIP-2, OpenShape, 
Uni3D

TASKS

Zero-shot classification

Text/image -> 3D retrieval

Open-vocab recognition

4  Language-aligned 
3DGS

Output: language features in 
3D

Attach CLIP features to 
Gaussians

METHODS
UniGS, CLIP-GS, 
OpenGaussian, SceneSplat

TASKS
Open-vocab segmentation

Scene understanding

Object grouping, editing

Gaussian retrieval

5  3D VLLMs

Output: generated text

3D tokens fed to an LLM

METHODS
PointLLM, ShapeLLM, Multi-
3DLLM, N3D-VLM

TASKS

Captioning

3D question answering

Spatial reasoning

Instruction following
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